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Abstract

Are larger groups better at cooperation than smaller groups? This paper in-
vestigates, under controlled conditions, the presence and direction of a pos-
sible group size e↵ect in pure public good provision by large heterogeneous
groups. Employing subjects drawn from the general population and introduc-
ing Internet-based procedures to study this question, we collected experimental
evidence from 1,110 subjects playing a linear public goods game in groups of
10, 40, and 100 members. We find a positive and significant group size e↵ect:
Increasing group size by a factor of 10 (4) increased e�ciency by 10 (6) per-
cent. The e↵ect arose at the intensive margin and with repetition. Those who
contributed contributed more in larger groups. Larger and smaller groups had
similar initial contribution levels, but cooperation rates declined more slowly
in the larger groups. Free-riding was invariant to group size, despite subjects’
persistent beliefs of a negative group size e↵ect at the extensive margin. Fur-
ther econometric examination of the data supports these findings and provides
starting points for future theoretical and experimental research on the group
size e↵ect.
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1 Introduction

Many social dilemmas of policy relevance involve a large number of heteroge-

neous participants that di↵er with respect to important characteristics such as

gender, income, age, and social preferences. The theoretical limit case for such

large-scale social dilemmas is the private provision of pure public goods (PG) in

a heterogeneous population of infinitely many agents (Andreoni, 1988). One fre-

quently mentioned real-world counterpart is climate change (Nordhaus, 1993),

but many other e↵ectively pure public goods such as knowledge production, en-

vironmental quality, and national defense share this feature (e.g., Buckley and

Croson, 2006).

When pure PG are provided by large groups of heterogeneous individuals,

the scalability of cooperation is a question of obvious relevance: Do cooperation

levels for pure PG vary with the size of the group and, if yes, how? Despite

the significance of this question, there is—to our knowledge—little evidence

derived under controlled conditions that directly speaks to this question.1 A

distinguished experimental literature has examined the issue of group size and

pure PG, but only in the context of relatively homogenous populations and

mostly for small group sizes.2 In the typical experiment, up to 10 student

subjects interact in the context of the voluntary contribution mechanism (VCM)

(e.g., Isaac et al., 1984; Isaac and Walker, 1988; Goeree et al., 2002; Carpenter,

2007; Nosenzo et al., 2015). The majority of such laboratory experiments with

1There is a small literature that examines this question using non-experimental data.
Zhang and Zhu (2011) study a subsample of the general population, voluntary contributors
to the Chinese-language version of Wikipedia, and find that negative exogenous variations in
its potential readership are associated with decreased contribution rates. Other contributions
that study field evidence on the provision of public good by large groups are, e.g., Goetze et al.
(1993) and Haan and Kooreman (2002). To what extent the field evidence can be directly
compared with experimental results from specific game forms is not immediately clear. The
degree to which the specific public goods investigated are strictly pure, i.e., exhibit a constant
MPCR, or are more comparable to congestible public goods is a matter of discussion.

2The question of what constitutes a ‘small’ and what a ‘large’ group has no obvious answer.
Experiments on PG with 10 subjects or less are abundant while those with more than 20
members are relatively rare. Against this background, we would argue that any group size
above 20 may be considered ‘large’.
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small groups do not find evidence for a group size e↵ect in the VCM, with the

exception of Isaac and Walker (1988) and Nosenzo et al. (2015) who report

a positive group size e↵ect for a marginal per-capita return (MPCR) of 0.3,

but not for MPCRs of 0.75 or above. Evidence on large groups of students

comes from only two sources: One is the seminal on-campus VCM experiment

with groups of 4, 10, 40, and 100 subjects by Isaac et al. (1994) in which the

researchers find a positive group size e↵ect for an MPCR of 0.3, but not for

an MPCR of 0.75. The other, Weimann et al. (2014), is a laboratory VCM

experiment with groups of 30 and 40 members with MPCRs between 0.04 and

0.12, groups of 60 members with MPCRs between 0.02 and 0.06 and groups of

100 members with MPCRs between 0.02 and 0.04 that investigates the interplay

of group size and MPCR rather than specifically testing for pure group size

e↵ects.

The existing evidence on student groups represents a valuable, but rather

limited base from which to infer the presence and nature of a group size ef-

fect in pure PG for large heterogeneous groups. The limitations are not only

quantitative, but also qualitative: Groups drawn exclusively from one specific

demographic sub-population are relatively homogeneous compared to groups

that combine subjects with heterogeneous characteristics and may therefore be-

have di↵erently (e.g., Andersen et al., 2010; Falk et al., 2013). In addition,

students represent a very specific subset of the general population in terms of

age, education, and income. This matters because in previous small-scale PG

experiments comparing student and non-student subjects, there were significant

di↵erences in behavior (Gächter et al., 2004, Belot et al., 2015). Group size ef-

fects observed among groups of student subjects therefore represent potentially

biased estimates of the group size e↵ect present in the more common case of

heterogeneous groups.

The present paper bridges the gap between the current evidence base and
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the question whether size matters when large heterogeneous groups provide pure

PG. It does so by drawing on new evidence from VCM experiments with group

sizes of 10, 40, and 100 subjects at an MPCR of 0.3. This evidence is novel for

two reasons. One is that the observations come from a highly heterogeneous

set of subjects with respect to gender, age, education, and place of residence.

The composition of the subject pool therefore brings us considerably closer to

what can be regarded as a typical degree of heterogeneity in the general pop-

ulation. In fact, we show in our experiment that this subject pool

also behaves di↵erently from a sample of student subjects undergoing

the same experiment. The second reason is that the evidence is generated

through experimental procedures that o↵er new answers to the inherent chal-

lenges of conducting large-scale VCM experiments with a heterogeneous subject

pool. Among the challenges, three are most salient. One is the challenge of re-

cruiting a suitable number of subjects from the general population rather than

from the more accessible pool of student subjects. A second is the necessity of

ensuring that groups of subjects whose size exceeds the typical laboratory ca-

pacity interact reliably and repeatedly under controlled conditions. And a third

challenge are the resource requirements of large-scale VCM experiments because

aggregate payo↵s to large groups quickly exhaust experimental funds even when

the marginal return from the public good is relatively modest.3 The joint pres-

ence of these challenges explains the relative paucity of evidence on the research

question that this paper investigates. It also informs the present design, namely

an extra-laboratory procedure that retains—for the sake of comparability—

many of the features of Isaac et al. (1994), but that recruits a diverse sample

of (mutually) anonymous subjects from the general population while ensuring

3For an illustration, consider a linear PG experiment with 100 group members where
endowment per subject (aggregated over all rounds) is 10 and the MPCR is 0.3. If all
subjects contribute all their endowments to the public good, the payment to subjects will be
30,000 in order for the researcher to obtain a single independent observation at the group
level.

4



a high degree of compliance through the use of a simple-to-use Internet-based

interface. We demonstrate below that this response to the three challenges both

strengthens the internal validity of the results and can o↵er a template for future

large-scale VCM experiments with heterogeneous populations.

Based on this new evidence, the paper delivers the following results. First,

larger groups of heterogeneous subjects were on average more e�cient in pro-

ducing the pure PG than smaller groups. These di↵erences in cooperation at

di↵erent group sizes operated at di↵erent margins and emerged over time. At

the extensive margin, cooperation was invariant to group size: Small groups

and large groups had statistically indistinguishable shares of free-riders. At the

intensive margin, by contrast, the relationship was clearly positive: Those who

contributed contributed more in a larger groups. The positive group size e↵ect

was mostly driven by di↵erent rates of decline in cooperation at the intensive

margin. Second, subjects’ beliefs were partially inconsistent with the observed

outcome: Subjects in larger groups reported that they expected significantly

more strict free-riding, giving rise to a negative group size e↵ect in beliefs at

the extensive margin. At the same time, they correctly predicted the positive

intensive margin e↵ect of group size on contributions. An econometric analysis

confirms the core results and demonstrates that across all rounds, the group size

e↵ect at the intensive margin is robust to including a full range of sociodemo-

graphic controls, round e↵ects, and beliefs. Our findings inform both for future

theoretical as well as experimental work on the drivers of the group size e↵ect.

We proceed as follows: We explain the experimental design and procedure in

section 2. In section 3, we present analysis and experimental results, which we

discuss in section 4. Finally, section 5 concludes.
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2 Experimental Design and Procedure

2.1 Design

The experiment employs a VCM (or linear public good game) with a finite

number of rounds. In each round, each individual player is endowed with money

and has to divide it between an individual exchange and a group exchange. Each

money unit invested in the individual exchange is received one-for-one at the

end of the round, while each money unit invested in the group exchange yields

↵ money units (1/N < ↵ < 1) to every of the N members of the group. By

investing in the group exchange, subjects therefore contribute to the provision

of a pure public good. The payo↵, ⇡, to an individual i in any given round is

given by:

⇡i = zi �mi + ↵

 
mi +

NX

j 6=i

mj

!
(1)

where zi denotes player i’s endowment, mi denotes his/her contribution to the

public good, and ↵ is the MPCR from the public good. The dominant strategy

for a payo↵ maximizing rational player is to contribute nothing to the public

good (mi = 0), i.e., to “freeride”. However, the resulting unique Nash equilib-

rium is Pareto-dominated by the outcome in which everybody contributes the

entire endowment (mi = zi).

The game lasts exactly seven rounds in partner matching. Table 1 sum-

marizes the design parameters. In the interest of comparability with previous

findings in the literature, we use groups with 10, 40, and 100 members. Sim-

ilarly, the choice of an MPCR of 0.3 is informed by previous experimental ev-

idence, as it is the only MPCR level for which previous research has detected

the presence of a group size e↵ect among student subjects (Isaac and Walker,

1988; Isaac et al., 1994; Nosenzo et al., 2015). Table 1 indicates two additional

control treatments with a group size of 10: treatment 10H with higher stakes
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and treatment 10LS with student subjects.

- Table 1 about here -

The threefold requirements of (i) recruiting a sample of heterogeneous sub-

jects for (ii) participation in a large-scale VCM under (iii) controlled conditions

were met through an extra-laboratory design administered through the Inter-

net. The recruitment constraint was overcome by using an online polling firm

to recruit adult subjects from across Germany. This resulted in a sample of 910

subjects with considerable variation in demographic characteristics and spatial

dispersion (see Table 2).

- Table 2 about here -

Each of the seven rounds lasted three days, allowing us to compare our results

with Isaac et al. (1994) who also opt for a multi-day extra-laboratory procedure,

with the di↵erence that their design was administered through computer ter-

minals located on campus.4 Extra-laboratory experiments relax some of the

control a↵orded by a laboratory setting, which can compromise subjects’ com-

pliance with the experimental protocol.5 One example is the failure of subjects

to submit a decision. A common remedy is to set a default rule that specifies a

decision that will apply in the absence of an active intervention by the subject

during the round. However, high default rates among subjects are undesirable:

On the one hand, they introduce the possibility of unobservable heterogeneity

in participation costs among subjects. On the other, high default rates mean

that the e↵ective number of participating group members is much smaller than

the nominal group size: Isaac et al. (1994) find that in some rounds, as little

4Working with student subjects, Weimann et al. (2014) link several labs on di↵erent cam-
puses.

5Standard (short-term) laboratory procedures have a considerable control advantage over
their Internet counterparts, but the opposite is true for long term procedures since long term
laboratory procedures “force” the subjects to meet in the computer lab. For a comparison
between short-term lab, short-term Internet, and long-term Internet procedures see Normann
et al. (2014).

7



as 45% of members of a group participated in the decision.6 Carefully imple-

mented online experiments, on the other hand, have been shown to perform

reliably and generate parallel results to laboratory experiments (Hergueux and

Jacquemet, 2012; Normann et al., 2014). In this vein, we follow the literature

by setting the default rule such that non-participating subjects are treated as if

they had decided to contribute zero to the public good (Isaac et al., 1994) while

maintaining high compliance in two ways that reduce the participation costs.

One is the choice of long-term rounds of exactly 72 hours, in which subjects

could freely decide when to participate and submit their decision. The other is

the use of a simple-to-use Internet-based interface through which the decision

could be submitted from any device with Internet access, including tablets and

smartphones.

Finally, in line with the evidence on stake size in public good experiments

(Kocher et al., 2008; Amir et al., 2012), we opt for monetary stakes appropri-

ately adjusted in order to accommodate the resource requirements of large-scale

VCMs within the experimental budget. This maintains linear marginal incen-

tives in payo↵s in contrast to o↵ering non-monetary incentives (e.g., extra credit

points, Isaac et al., 1994). Experimental payo↵s are denominated in “points”,

the currency used by the polling firm to pay subjects for answering online sur-

veys. These points could be transferred to a PayPal account (from where they

can also be transferred to a regular bank account) or be used to acquire shop-

ping vouchers for their face amount. The initial endowment was based on the

compensation per hour of the polling firm, thus retaining a one-to-one scaling

relative to the standard reward that subjects receive for participating in other

Internet polls. Subjects were endowed with 40 points in each round (1 point

= 1) with the exception of the 10H treatment with stakes of 1,000 points in 10-

6In their experiment, non-participation was on average about 30% after being recruited in
the first round. For example, in rounds 6-10 of the 100-member groups, the actual number of
potential contributors was between 55 and 65 members, rather than the nominal 100.
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member groups.7 One randomly selected round after the experiment determined

final payment in each treatment.

2.2 Procedure

A total of 1,110 participants undertook the experiment.8 The heterogeneous

sample consisted of 910 subjects who were randomly assigned to the di↵erent

treatments and completed the experiment in July or September 2012. The

student sample consisted of 200 student participants who undertook the exper-

iment in December 2015. For each subject that positively responded to the

invitation to participate in a “seven-round interactive survey” and participated

in a “screener” survey, the polling firm provided their demographic characteris-

tics and contact details. The procedure of each round was as follows: Subjects

were notified by email during the morning of each new round, with a reminder

sent out on the following mornings and afternoons until a subject had partici-

pated. In case subjects had not participated by the afternoon of the third day,

they received a call from an operator with a standardized reminder message.

Once a subject had logged into the new round, a single screen provided

information and collected the subject’s contribution decision. The information

displayed consisted of four simple elements. One was a reminder about the

size of the group that the subject was assigned to. The second element was

feedback on the entire history of play up to the current round. Following the

convention in VCM games, the feedback informed subjects on a round-by-round

basis about their own contributions to the individual and group exchange, the

total contributions to the group exchange, and the subject’s earnings. The

third information element was a button that linked to a “payo↵ calculator”

tool that enabled subjects to simulate own payo↵s for di↵erent levels of own

7
In all treatments, subjects also received 200 points as a show-up fee.

8In line with Isaac et al. (1994), only subjects that participated in the first round were
included in the experiment.
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contributions and average contributions of the other members to the public

good. The fourth element were two input fields to allocate the endowment.

In order to avoid possible framing e↵ects, subjects could type in either their

contribution to the individual or to the group exchange, with the page script

conducting an automatic sum check. After making a contribution decision, a

belief elicitation screen appeared requiring subjects to answer two questions:

How many of the other group members do you believe will contribute positive

amounts to the group exchange? and How many points will these members

contribute on average? 9 After answering the questions, the round was over and

subjects could only log in to the experiment once the next round was opened.

3 Results

In a preliminary step, we examine the nature of our experimental data. We

then turn to the main research question about the e↵ect of group size on contri-

butions to the public good, establishing the core result of a positive group size

e↵ect on the basis of comparisons of group averages, unless indicated otherwise.

We then proceed to examine how these findings relate to subjects’ beliefs about

contributions and group size. Finally, we take advantage of the magnitude and

diversity of our subject sample to study the influence of demographic charac-

teristics on contributions to the public good in the first round and during the

experiment, using observations at the individual level.

9A possible interaction e↵ect with behavior is always a matter of concern when eliciting
beliefs (see, for example, Croson, 2000a, on behavioral e↵ects of belief elicitation in public
good game). However, there is little guidance on the duration of such an e↵ect. The three-
day gap between rounds conceivably has a mitigating e↵ect on the possibility that subjects’
decisions in the following round are a↵ected by the belief elicitation. To further mitigate the
possibility, the belief elicitation was not incentivized (Gächter and Renner, 2010).
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3.1 Recruitment, compliance, stake size, and heteroge-

neous vs. student sample

We start this section on the nature of our experimental data by examining

issues of the (internal) validity of our procedure. High internal validity favors

a sample of subjects who do not know each other and thus will not be able

discuss the experiment or attempt to coordinate their decisions.10 The use of

an online polling company resulted in our case in a recruitment of subjects from

across Germany. Figure 1 illustrates that subjects were highly dispersed across

the sixteen German states. At the five-digit postal code level, in 88% (99%)

of the cases, there was at most one subject (two subjects) in any given postal

code. Extra-experimental interaction between subjects, while not impossible, is

therefore improbable.

- Figure 1 about here -

Internal validity would be weakened if a substantial proportion of subjects

do not actively submit a decision, pointing to the possible presence of an unob-

served selection bias. Low default (i.e., high participation) rates also ensure that

(e↵ective) group sizes are maintained. Figure 2(a) shows that the design deliv-

ered very low default rates (3.9% on average), and that even in the last round

of each treatment the participation rate is never below 90%. Moreover, group

size and participation rate are not statistically linked.11 Hence, our procedure

yields a notable improvement over previous large-scale VCM experiments with

default rates up to 45%.

10When subjects are recruited from the same large undergraduate classes and payo↵s are in
extra course credits, communication and discussion between the rounds are to be expected.
This could be a source of bias in previous results (Isaac et al., 1994), especially since the
likelihood of meeting the necessary number of fellow contributors to attempt to collude in
order to achieve a certain outcome increases in group size (for example, in order to “hedge”
the initial endowment from a loss, a subject needs to successfully contract on full-contribution
with three other players if MPCR=0.3 and with one other player if MPCR=0.75, regardless
of the group size).

11Using a Fisher’s exact test we find no di↵erence between the 10L, 40L, and 100L treat-
ments in any of the rounds (p-values range between 0.21 and 0.94).
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Concerns about internal validity of PG game experiments due to issues of

stake size have decreased in recent years following a number of studies that have

demonstrated the qualitative invariance of observed behavior vis-a-vis stake

size both in laboratory (Kocher et al., 2008) and online experiments (Amir

et al., 2012). Nevertheless, we carry out a control treatment to check whether

the standard endowment of 40 points per round (1 point = 1) was potentially

insu�cient to ensure dominance of the reward medium over other influences (see

induced value theory, Smith, 1976). We compare the behavior in the 10-member

groups endowed with 40 points (10L treatment) to those endowed with 1,000

points (10H treatment), an increase by factor 25. The latter would compare

well to the total participation incentives of a typical one-hour laboratory VCM

experiment. The average contribution to the public good in both treatments

is illustrated in Figure 2(b). Using a robust rank order test (Feltovich, 2003)12

to compare between the percentage of contributions to the public good in each

round of these treatments, we find no significant evidence of di↵erences between

the treatments in any round. This provides further evidence for the notion that

behavior in PG games is not qualitatively a↵ected by stake size.

- Figure 2 about here -

Previous laboratory-based experiments have found that groups in which stu-

dents interact with students exhibit di↵erent levels of cooperation in social

dilemma situations compared to non-students interacting with non-students

(Gächter et al., 2004; Belot et al., 2015). It is an interesting question whether

such di↵erences in behavior also arise when comparing groups of student sub-

jects and groups of heterogeneous subjects in an experiment such as ours which

features, for example, an extra-laboratory procedure and identical recruitment

processes across samples. We conducted an additional treatment to compare

12In those cases where we have less than 12 observations per comparison group, we used
the simulated small sample values (Feltovich, 2005).
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the behavior of 10-member groups composed of participants from a heteroge-

neous population with that of 10-member groups composed of student subjects.

The student sample had an average age of 23.6 years and consisted of 59% fe-

male subjects with 14% of subjects from the former East Germany. In terms of

academic disciplines, the sample was diverse: 17% studied economics or man-

agement and the rest a variety of disciplines across the humanities and natural

sciences. The comparison is illustrated in Figure 2(c). A comparison of the av-

erage contributions in both treatments using robust rank order tests indicates

di↵erences between the two subject groups: Student groups are more coopera-

tive than heterogeneous groups in four out of seven rounds.13

3.2 The e↵ect of group size

We now turn to our main research question, namely whether (and how) contri-

bution levels vary with group size when the groups are large and heterogeneous.

Figure 3 captures the main result by showing average contributions as a share

of individual endowments in the di↵erent group size treatments for each round.

We observe that average contributions visibly di↵er by treatment, with a clear

positive relationship between group size and contributions. The di↵erences in

round 1 appear small, but increase towards later rounds, mainly because larger

groups appear to maintain cooperation for longer. Basic statistics confirm the

visual check: The average member in a group of 10 contributes 39.9% of her

endowment in the average round, while the average member in a group of 40

(100) contributes 45.6% (49.7%). Di↵erently put, compared to the average

group of 10 members and across all rounds, groups of 40 (100) members were

5.6% (9.8%) more e�cient in providing the pure public good. Using a two-

sided robust rank-order test to compare the 10L and 100L treatments, we find

13The statistical tests compare across independent groups, 16 groups in the 10L treatment
and 20 groups in the 10LS treatment. Significance in rounds 1, 2, and 6 is at the 5% level,
and in round 5 below the 10% level of significance.
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a positive and statistically significant group size e↵ect at the 5% or lower level

in all rounds except for rounds 1 (insignificant) and 2 (significant at the 10%

level). Pairwise comparisons between treatments 10L and 40L are statistically

mostly insignificant except for round 4 (significant at the 5% level) and rounds 5

and 6 (10% level). Pairwise comparisons between the 40L and 100L treatments

are generally not statistically significant. We summarize in Result 1.

Result 1 [Group size e↵ect on contributions]: Comparing groups of 10

members with groups of 40 or 100 members at an MPCR of 0.3, average contri-

butions to the pure public good increase with group size. The group size e↵ect is

statistically most robust when comparing between the smallest and largest groups

after repetition.

- Figure 3 about here -

The key message conveyed by Result 1 is that the positive group size ef-

fect detected by Isaac and Walker (1988) and Nosenzo et al. (2015) in previous

small-group and by Isaac et al. (1994) in previous large-group experiments with

student subjects hinges neither on the experimental procedures, on the specific

characteristics of student subjects, such as age or education, nor on the homo-

geneity of subjects within a group. Instead, the positive group size e↵ect in a

VCM with an MPCR of 0.3 emerges as something possibly more generic. At

the same time, the e↵ect is small and statistically less clear cut in early rounds

of the interaction compared to later rounds. This points to the potential impor-

tance of dynamic factors as a source of the group size e↵ect (Fischbacher and

Gächter, 2010).

Results on average behavior do not provide insights on di↵erent group size

e↵ects playing out at the extensive margin (whether to contribute) and the

intensive margin (how much to contribute, conditional on contributing). For

instance, Result 1 could both be generated by constant contributions per con-

tributor, but a smaller share of free-riders in larger groups or, alternatively, by a
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constant share of free-riders, but higher contributions in larger groups by those

who contribute. Figure 4(a) shows results for the extensive margin by plotting

the average share of positive contributors for each treatment group and each

round. Figure 4(b) shows, likewise, results for the intensive margin by plotting

the average contribution of those subjects that contribute in the round. Visual

inspection of Figure 4(a) indicates an average share of contributors around 88%

and suggests that the frequency of free-riding does not di↵er systematically be-

tween group sizes. A robust rank order test that compares, for every round,

the shares of contributors across any pair of treatments confirms this diagnosis.

Figure 4(b), on the other hand, visually suggests that those who contribute

contribute more of their endowment in a larger group. A robust rank order test

comparing the 10L and 100L treatments finds significant di↵erences at the 5%

or lower level in all rounds except round 1 (significant at 10% level). Comparing

the 40L and 100L treatments, we also find significant di↵erences in rounds 3,

5, 6 (at the 5% or lower level), and round 7 (at the 10% level) and significant

di↵erences comparing 10L and 40L only in rounds 5 (at 5% level), 1, and 6

(at 10% level). These tests make clear that the group size e↵ect of Result 1 is

not due to changes in free-rider behavior across group sizes, but driven by the

intensive margin of contributing. We summarize in Result 2.

Result 2 [Group size e↵ect on extensive and intensive margin con-

tributions]: In a VCM with an MPCR of 0.3 and group sizes of 10, 40, and

100 members, the group size e↵ect is an intensive-margin e↵ect. The deci-

sion whether to contribute is unrelated to group size while those subjects that

contribute contribute more in a larger group. The intensive margin e↵ect is

statistically most robust when comparing between the smallest and largest group

sizes.

- Figure 4 about here -
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The finding that the group size e↵ect in large groups is driven by decisions

at the intensive, rather than the extensive margin of contributing is, to our

knowledge, a new result: We re-assessed previous experimental evidence on

large groups by Isaac et al. (1994) and find that there, the extensive margin

of contribution varied significantly between group sizes.14 But given the high

degree of non-compliance (i.e., the default rate—see footnote 6) and its sys-

tematic variation with group size, a meaningful comparison with our results is

di�cult. We instead find that in our experiment, the share of strict free-riders is

around 12%, irrespective of group size. Rather than impacting on the decision

whether to contribute, therefore, the between-subjects evidence indicates that

the average subject responds by increasing their already positive contribution

when assigned to a larger group.

3.3 Beliefs

Our findings of a positive group size e↵ect raises the question whether subjects

anticipated that others’ behavior in the large-scale VCM would vary systemat-

ically with group size. These beliefs are not only interesting as a window into

the ‘folk wisdom’ predicting less cooperation in large groups (Isaac et al., 1994),

but more importantly, given the simultaneous-move nature of each round, these

beliefs are likely to be a crucial determinant of individual decision-making (Fis-

chbacher and Gächter, 2010). This is particularly the case if subjects’ beliefs

about their co-players’ contributions vary systematically with group size.

The belief elicitation adopted in the experimental procedures allowed sub-

jects to express their beliefs about both the extensive and intensive margins sep-

arately. In light of Result 2, the evolution of subjects’ beliefs about the share of

free-riders and the contribution rates of non-freeriders is therefore of particular

14Using a one-sided robust rank order test we find that comparing groups of 10 and 40
members, the share of contributors di↵ers significantly at the 5% significance level in 6 out of
10 rounds, and comparing groups of 10 and 100 members, it di↵ers in 1 out of 10 rounds.
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interest. Figure 5(a) plots, for each treatment, the evolution of subjects’ average

beliefs about the share of group members they expect to be making a positive

contribution. Visual inspection indicates a negative relationship between group

size and subjects’ beliefs about the share of contributors or, equivalently, a

positive relationship between group size and expected free-riding. On average,

subjects in groups with 10 members expected 17% free-riders across all rounds,

while those in groups of 40 (100) members expected a share of 26% (30%). A

two-sided robust rank order test finds that the di↵erences between the 10L and

the 100L treatments are statistically significant at the 5% or lower level in all

rounds except the last (significant at 10% level). The di↵erences between 40L

and 10L treatments are significant in rounds 2 and 3 (at the 5% or lower level)

as well as rounds 6 and 7 (at the 10% level). Di↵erences between 100L and 40L

are significant in rounds 1 and 3 (at the 5% level) and 2 (at the 10% level).

This leads to Result 3.

Result 3 [Beliefs about the e↵ect of group size on free-riding]: Subjects

express belief in the presence of a negative group size e↵ect at the extensive

margin: Subjects in larger groups expected a larger share of freeriders in the

group, and vice versa. The e↵ect is statistically most robust when comparing

between the smallest and largest group sizes.

Subjects’ beliefs in round 1 are particularly interesting since they had not

received any feedback on group behavior at this point. The first-round beliefs

are therefore independent priors that subjects brought to the experiment. At the

extensive margin, these priors for round 1 accord well with the idea that subjects

adhered to the “common premise that freeriding becomes more severe as group

size increases” (Isaac et al., 1994). The origins of these priors are unclear,

but possible sources of priming are subjects’ experiences with impure public

goods. As evident from Figure 5(a), repeat interaction with standard feedback

on aggregate contributions does not significantly a↵ect these beliefs. Up to the
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last two rounds, subjects’ beliefs about the share of free-riders are surprisingly

stable, variations in aggregate contributions notwithstanding. The result is a

persistent negative group size e↵ect in beliefs, operating at the extensive margin.

- Figure 5 about here -

Figure 5(b) plots, for each treatment, the evolution of subjects’ average be-

liefs about the average contributions of those who contribute. Visual inspection

indicates a positive group size e↵ect at the intensive margin. On average, sub-

jects in groups with 10 members expected contributors to contribute 32% of

their endowment across all rounds, while those in groups of 40 (100) members

expected a share of 41% (45%). We find that the di↵erences between the 10L

and the 100L, and the 10L and 40L treatments, respectively, are statistically

significant at the 5% or lower level in all rounds, using a two-sided robust rank

order test. The di↵erences between 40L and 100L treatments are significant at

the 5% or lower level only in round 7 and at the 10% level in rounds 2 and

6. Therefore, we conclude that subjects correctly predict the positive group

size e↵ect among non-freeriders, and do so already in round 1, i.e., based on

home-grown beliefs. These results can be formulated as follows.

Result 4 [Beliefs about the e↵ect of group size e↵ect on contributions

of non-freeriders]: Subjects express belief in the presence of a positive e↵ect of

group size on average contributions by non-freeriders: Subjects in larger groups

expected that those who contributed would contribute more.

A corollary of Results 3 and 4 is the finding that subjects’ composite beliefs

about the contributions of the average group member15 (whether freerider or

not) express an implicit belief in the presence of a small positive e↵ect of group

size on aggregate contributions. The reason is that the intensive margin e↵ect

15This composite belief is the product of (i) the subject’s belief about the share of non-
freeriders and (ii) the subject’s belief about the average contribution of non-freeriders.
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of Result 4 quantitatively dominates. This e↵ect is only statistically significant,

however, when comparing the largest and the smallest group sizes (100L and

10L) and only emerges with repetition.

A comparison between beliefs and the observed evolution of the game in the

three treatments using a Wilcoxon sign rank test shows that in the large groups

(40L and 100L), subjects’ beliefs consistently overestimate the actual rate of

freeriders, but not so in groups of 10 members. Likewise, actual contributions

of non-freeriders exceed subjects’ beliefs in all treatments and rounds. We find

that the intensive margin e↵ect dominates such that average contributions are

significantly higher than subjects’ composite belief in average contributions in

all rounds and treatments. Comparing the size of the actual-beliefs gap across

treatments, we do not find evidence for a group size e↵ect.

3.4 Econometric analysis of the experimental data

We now turn to an econometric analysis of the experimental data. This analysis

not only allows us to refine the diagnosis of the positive group size e↵ect, but

also to study how sociodemographic characteristics a↵ect contributions to the

public good in the di↵erent groups sizes.

For econometric purposes, the extensive and intensive margin decisions of

subjects in a linear PGG can conveniently modeled as a two-stage process using

a hurdle model (e.g., Nikiforakis, 2008). This hurdle model recasts the positive

extensive margin decision as “crossing the hurdle” and the intensive margin

decision as continuous decision conditional on having crossed the hurdle. This

approach a↵ords an important degree of flexibility since di↵erent stochastic

processes conceivably determine decisions at each margin.

Table 3 presents the results of the hurdle model for first-round decisions

(Panel A) and for decisions over all seven rounds (Panel B). The results re-

emphasize our earlier findings of a positive group size e↵ect operating at the

19



intensive margin which are robust to controlling for sociodemographic charac-

teristics.16 In Panel A (first-round decisions), column (1) shows a statistically

significant and economically modest e↵ect of group size at the intensive margin:

Contributors in a group of 40 and 100 both give around 2.4 to 2.5 experimental

points more than those in a group of 10, corresponding to about 6% to 6.3%

of endowment. Panel B, column (3) gives a size e↵ect across all seven rounds

of about 2.5 points when comparing between sizes 40 and 10, and around 4.1

points (10% of endowment) when comparing between sizes 100 and 10. At the

extensive margin, group size never returns a significant e↵ect.

While columns (1) and (3) rea�rm the positive group size e↵ect at the inten-

sive margin, column (4) in Table 3 provides further evidence on the earlier ob-

servation that a significant part of the group size e↵ect arises through repetition.

In this specification, we replace the round dummies of column (3) by a single

variable for round number which we interact with the group size treatments.

The baseline e↵ect for groups of 10 members confirms a significant downward

trend with repetition at both margins: On average, per round, subjects are 4%

less likely to contribute and subjects give about 0.6 points less each round. The

interaction terms in column (4) show, however, that at the intensive margin,

the downward trend is significantly weaker in groups of 100 members compared

to groups with 10. There, the net per-round decrease is only about 0.05 points

on average.17 At the extensive margin, we omit reporting point estimates of the

marginal e↵ects associated with interaction terms since in nonlinear models,

such estimates and reported significance levels are prone to bias (Ai and Nor-

ton, 2003). Instead, we inspect the range of marginal e↵ects of group size and

round (Greene, 2010) and observe two findings. First, slopes between the group

16Re-estimating the data using simple OLS and Tobit and, for the panel data, GLS re-
gressions yields coe�cient estimates that parallel those of the intensive margin results of the
hurdle model displayed in Table 3. Yet, since these estimations include zero contributions,
significance levels are lower than in the hurdle model.

17A joint significance test of the main e↵ect and the interaction term for treatment 100L
has �2(2) = 24.67, p = 0.00.
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sizes do not di↵er to such an extent that would imply a significant group size

e↵ect for any given round. Second, we estimate the average marginal e↵ect per

round at about �0.1 (p = 0.002) for the 10 member groups but only at about

�0.03 for both the 40 member groups (p = 0.14) and the 100 member groups

(p = 0.01). This is robust to various values of the other independent variables.

Thus, the probability to contribute appears to decrease faster with repetition

in the 10 member groups compared to the larger group sizes, although the size

of the e↵ect is small. This speaks against the idea that there is a substantial

dynamic group size e↵ect present at the extensive margin. Specification (4) also

shows that allowing for dynamics at the intensive margin weakens the statistical

significance of the static group size e↵ect for treatments 40L and 100L. This

strengthens the relative importance of the repeated interaction for explaining a

substantial share of the group size e↵ect at the intensive margin.

Specifications (2) and (5) enrich the analysis by also accounting for subjects’

beliefs about the extensive and intensive margin. As expected, these beliefs are

positively and significantly related to public good provision at the extensive and

intensive margins of contributions. This result is in line with evidence about

conditional cooperation (e.g., see Fischbacher et al., 2001). Further, specifica-

tion (2) indicates that for first-round decisions, the positive group size e↵ect

observed at the intensive margin can be explained by conditional cooperation

in combination with subjects’ beliefs. Specification (5), which covers decisions

across all rounds, however implies that the group size e↵ect at the intensive

margin is driven by factors above and beyond first-level beliefs. We take up the

nature of some of these factors in the concluding discussion in section 5.

A final aspect of interest in an experiment involving a heterogeneous subject

pool is the role of demographic variables. These variables serve not only as

important controls in the econometric analysis, but also provide insights into

whether and how sociodemographic characteristics a↵ect subjects’ decision to
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contribute to large-scale pure public goods. Only the first-round decisions within

the experiment constitute independent observations, but there is little di↵erence

between first-round coe�cient estimates and those examining all rounds: We

observe that female subjects contribute about 1.7-1.9 points (around 4.5% of

their endowment) less at the intensive margin than male subjects. This e↵ect

is present in the first round and persistent with repetition. Females are also

about 5% more likely to be a strict free-rider in the first round. This results

adds to the mixed evidence on the impact of gender on PG provision (Croson

and Gneezy, 2009). Further, subjects that hold an academic degree have a 7%

higher likelihood of contributing in the first round (13% with repetition). At

the intensive margin, this characteristic is associated with an increase in contri-

butions by about 2.4 points (6% of endowment). Residents of states located in

the former East Germany are statistically less likely to contribute (about 12%)

and on average contribute less (about 1.2 points or 3% of endowment), but not

so in round 1. Both findings are subject to the important caveat that our data

does not include income as an observed variable. Both education and residence

in former West Germany are positively correlated with income (Federal Statis-

tical O�ce, 2010; Authoring Group Educational Reporting, 2014).18 In all of

the models, controlling for sociodemographic characteristics does not essentially

alter the coe�cients on group sizes.

4 Discussion

The experiment was designed to provide robust evidence for the presence of a

group size e↵ect in large heterogeneous groups. While not designed to discrimi-

nate between di↵erent theoretical explanations for a group size e↵ect, its results

18In this respect, a field experiment on contributions to a real public good that finds a
strong education e↵ect, even when controlling for income, is Diederich and Goeschl (2014).
Brosig-Koch et al. (2011) find systematic di↵erences in solidarity behavior between East and
West German residents controlling for income.
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provide additional reference points for future research in this area.

Theoretical explanations for the group size e↵ect in the VCM can roughly be

classed into those that emphasize the structural features of the game (MPCR

and group size N) and those that emphasize dynamic factors, such as learning

(Holt and Laury, 2008). Structurally, the e�ciency of contributing in the lin-

ear VCM with a fixed MPCR increases linearly in N . While the selfish Nash

equilibrium prediction is una↵ected by the productivity of contributing, con-

tributions should be higher in a larger N in all rounds when other-regarding

preferences are present (Isaac et al., 1994; Nosenzo et al., 2015). The specific

level impact on contributions depends on a number of factors such as the na-

ture of the other-regarding preferences, noisy decision-making (Holt and Laury,

2008), and whether subjects’ altruistic preferences are ‘congested’ or ‘uncon-

gested’ (Andreoni, 2007).19 MPCR and group size also underpin another struc-

tural explanation for a group size e↵ect, the concept of the ‘minimum profitable

coalition’ (MPC) first formulated in an early version of Isaac et al. (1994) and

taken up by Davis and Holt (1993).20 For a constant MPCR, the share of the

group required to arrive at the MPC decreases in its size N , leading to the

prediction that e�ciency is increasing in group size. A third explanation that

combines MPCR and N is o↵ered by Weimann et al. (2014) who develop the

concept of the ‘MPCR distance.’21 They produce evidence to support the no-

tion that a greater MPCR distance increases contribution by making the gains

from cooperation in the social dilemma more salient for all group members.

19If subjects are not only concerned about aggregate group benefits of their marginal contri-
bution, but also about the average benefits per recipient, then altruism is termed ‘congestible’
and the productivity is smaller. Andreoni (2007) derives an estimate of congestibility based
on laboratory data in a giving experiment under the reciprocal matching condition. There,
the average subject valued a gift of x to one recipient as equivalent to a gift of x/N0.68 to
each of the N recipients.

20The MPC is the lowest number of contributing group members necessary for a contributor
to be no worse o↵ than in a situation in which no member contributes.

21Weimann et al. (2014) define this ‘distance’ as the di↵erence between the MPCR in the
game (here 0.3) and the minimum MPCR of 1

N required to render the N -player VCM game
a social dilemma.
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The presence of a positive group size e↵ect is consistent with the idea that

the structural features of our design (MPCR and the group size) matter for

e�ciency. At the same time, we expected a quantitatively more decisive impact

of these structural features, also in the early rounds of the game. The e�ciency

increase of 10% (6%) is considerably smaller than the productivity gain associ-

ated with a ten-fold (four-fold) increase in the group size.22 The role of MPC

size, while probably important for experiments with smaller groups (Nosenzo

et al., 2015), also seems limited in a setting in which the smallest groups already

contain 10 members and subjects consistently expect the MPC to be met.23 Fi-

nally, Weimann et al. (2014) motivate the concept of the ‘MPCR distance’ by

pointing to substantial heterogeneity in first round contributions in data from

previous experiments and their own. In our experiment, we find little hetero-

geneity in early rounds,24 but the possibility that e�ciency is concave in group

size would be consistent with one prediction of the ‘MPCR distance’ concept.

Structural explanations notwithstanding, the most striking experimental out-

come, Result 2, is dynamic in nature: Initially, the di↵erent sized groups are

similar in terms of e�ciency, but contribution levels in the large groups decline

more slowly, giving rise to a positive group size e↵ect. Explaining this outcome

requires a theory that predicts di↵erent decay rates as a function of group size.

Such specific predictions have been developed in a strand of the theoretical lit-

erature on the VCM that emphasizes the role of learning. Miller and Andreoni

(1991) use an evolutionary learning model with the population share of each

contribution strategy evolving as a function of relative success (the ratio of ex-

22Comparing groups of 10 and 100 members (and therefore groups of 9 and 99 recipients),
one could näıvely expect “uncongested” altruism to result in e�ciency increases of a factor of
up to 11, subject to endowment constraints. “Congested” altruism as estimated by Andreoni

(2007) could, again näıvely, be expected to increase contributions by a factor of
�
99
9

�(1�0.68)
=

2.2 as group size increases by a factor of 10. In our experiment, however, average contributions
never increase by more than a factor of 0.45, including in the last round (factor 0.24).

23For an MPCR of 0.3, the MPC is 4. As the beliefs elicitation shows, the average subject
expects the MPC to be present in all groups, including the smallest, and in all rounds.

24See Result 1.
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pected payo↵s of each contribution to average expected payo↵). Everything else

equal, a large group size decreases the ratio of payo↵ di↵erences across contri-

bution strategies and therefore leads to slower decay in larger groups towards

the Nash equilibrium of zero contributions.25 While the replicator mechanism

of experimentation, replication, and selection provides an explanation for the

dynamics of the evidence from VCM experiments, Arifovic and Ledyard (2012)

point out that other-regarding preferences are required to arrive at predictions

of non-zero contribution in the final rounds of the repeated VCM.26 Their model,

a combination of other-regarding preferences and replicator dynamics, can gen-

erate the dynamic outcome of a slower decay of contributions in larger groups

as well as positive contributions in the final round.

While existing theoretical predictions fit some of the core evidence of the

present experiment, that same evidence also leaves room for further theoreti-

cal work. For example, the approach pioneered by Miller and Andreoni (1991)

predicts both the initial similarity as well as slower decay for larger groups,

but not the non-zero contribution in the final round. The model developed

by Arifovic and Ledyard (2012) predicts the non-zero contributions in the final

round and slower decay, but also di↵erences in the initial round of the VCM

and di↵erences at the extensive margin, both of which we find little evidence

for in our data. Whether allowing for additional factors such as decision er-

rors or signaling (Holt and Laury, 2008) would bring these predictions closer to

our evidence is an open research question. Ideally, such predictions would also

match additional evidence on the interaction dynamics in the experiment. A

regression analysis, for instance, of the average subject’s change in contributions

in response to the average other group member’s change in contributions indi-

25The e↵ect hinges on the ratio formulation of the replicator equation (Holt and Laury,
2008).

26Conversely, they show that many popular models of other-regarding preferences either
fail to generate a group size e↵ect or cannot explain the observed dynamics (Arifovic and
Ledyard, 2012).
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cates (imperfectly) conditional cooperation (Chaudhuri, 2011; Fischbacher and

Gächter, 2010).27 But the specifics of conditional cooperation di↵er between

the group sizes: Changes in free-riding behavior (extensive margin decisions)

were not associated with observed changes in others’ contributions, irrespective

of group size. Intensive margin decisions, however, responded more strongly to

the same observed change in the average other’s contributions in larger groups,

despite an identical MPCR across treatments.28 In a sense, therefore, con-

ditional cooperation therefore appeared “less imperfect” in the larger groups.

Testing competing explanations for this finding is beyond this paper, but there

is reason to suspect that subjects’ beliefs and their evolution are also likely to

play a role. Others have emphasized the importance of beliefs as drivers of

cooperation in the VCM (Fischbacher and Gächter, 2010, de Oliveira et al.,

2015), but these ideas have so far not been systematically connected to issues

of group size. In our experiments, many subjects brought the home-grown, but

inaccurate belief to the experiment that larger groups contain a higher share

of freeriders. Given the feedback format in the standard VCM (aggregate con-

tributions), such beliefs could not only persist over many rounds. It could

also have led subjects in the large groups to mistakenly attribute the higher

than expected aggregate contributions to the average contributor being more

cooperative than expected. The interaction between feedback format, beliefs,

and belief evolution is therefore another possible route for understanding the

di↵erences in conditional cooperation that merits investigation.29

27An increase in the average other’s contribution of one token increases own contribution
by 0.19 tokens, an e↵ect that is borderline significant at the 5% level.

28In groups of 10, the reaction is imperceptible while in groups of 40, individual contribu-
tions increase by about 0.4 points per one point observed di↵erence in the average other’s
contributions (significant at the 10% level). In groups of 100, the increase is about 0.65
points (significant at the 1% level). Larger groups might systematically exhibit smaller vari-
ance in the average other’s contributions due to aggregation, but restricting the sample to
observations that include only variations in the average other’s contributions of comparable
size (between �3 and 2.5 points) yields essentially the same results, at a cost of statistical
significance due to sample size restrictions.

29The literature on feedback format design has demonstrated that the feedback format can
impact on the dynamics of repeat interactions, but the results are not fully consistent. Sell and
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5 Conclusion

Many real public goods are provided by large and heterogeneous groups of

individuals. Our understanding of whether the e�ciency with which such groups

provide pure public goods increases or decreases with group size is so far very

limited. To fill this gap, this paper investigated, under controlled conditions,

the presence and direction of a possible group size e↵ect in pure public good

provision by large and heterogeneous groups. The paper is the first to bring

Internet-based procedures to bear on this question in order to overcome the

methodological challenges that such research poses. These procedures yielded

a demographically diverse subject pool with no probable extra-experimental

interaction and average drop-out rates below 4%. Using this approach, we find

evidence that the larger groups with 100 (40) members were about 10% (6%)

more e�cient in providing the public good compared to the smaller groups with

10 subjects. The positive group size e↵ect arose with repetition and operated

at the intensive margin of contributions: Those who contributed contributed

more in larger groups and maintained contributions for longer, compared to

their counterparts in smaller groups. The positive group size e↵ect arose in

spite of subjects’ home-grown and persistent beliefs of a negative group size

e↵ect operating at the extensive margin. Further econometric examination of

the data supports these findings.

The results presented in this paper are of interest both for future theoretical

as well as experimental research to uncover its origins of the group size e↵ect.

On the theoretical side, we are not aware of theoretical work on group size e↵ects

in the repeated VCM that simultaneously predicts (i) similar contributions in

Wilson (1991) find that individualized feedback leads to higher cooperation rates compared
to aggregate contribution feedback while Carpenter (2004) finds the opposite. Croson (2000b)
and Bigoni and Suetens (2012) find no significant di↵erences. Hartig et al. (2015) examine
feedback in a strategy method setting where they give individual, aggregate, and average
information. They find that cooperation is higher when subjects can condition on individual
contributions rather than averages.
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the first round, irrespective of group size, (ii) a slower decay of contribution

rates at the intensive margin in the larger groups, and (iii) significantly positive

contributions in the final round. Experimentally, developing treatments that

can test for competing hypotheses, particularly of a dynamic type, represents a

logical next step. Among these hypotheses, the interaction between group size

and learning dynamics in the VCM would seem to present an obvious new area

for further investigation in light of our findings.
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Table 1: Treatments

Treatment 10L 40L 100L 10H 10LS

Group size 10 40 100 10 10
Endowment 40 points 40 points 40 points 1,000 points 40 points
Number of groups 16 5 5 5 20
Sample Heterogeneous Heterogeneous Heterogeneous Heterogeneous Students

Note: 10L, 40L, and 100L are the main treatments used to test the group size e↵ect. Treat-
ments 10H and 10LS are control treatments with higher stakes and student subjects, respec-
tively.

Table 2: Demographic characteristics (heterogeneous sample, 910 subjects)

Freq. Percent

Female 453 49.78

Age 18-24 89 9.78
25-34 146 16.04
35-44 240 26.37
45-54 221 24.29
55-64 192 21.10
65 and older 22 2.42

Education Vocational training (German: “Lehre/Berufsfachschule”) 402 44.18
Professional school / tertiary college (German: “Fachschule”) 61 6.70
Master of crafts (German: “Meister”) / technician 51 5.60
College degree (German: “Fachhochschule”) 112 12.31
University degree 146 16.04
Other degree or training 26 2.86
No degree or training 38 4.18
Student at college or university 51 5.60
Apprentice or trainee 10 1.10
Student in school 3 0.33
Ph.D. 10 1.10

Residence Western Germany 668 73.41
Eastern Germany (former GDR territory) 178 19.56
Berlin 64 7.03

Big city 1 if lives in city with population > 500, 000 177 19.45
0 else 733 80.55
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Figure 1: Distributions of subjects across German federal states (Bundeslaen-
der)
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(a) Mean default rates

(b) Mean contributions of low and high stake groups of size 10. Error bars
denote standard errors.

(c) Mean contributions of student and general population groups of size 10.
Error bars denote standard errors.

Figure 2: Validity checks with regards to (a) compliance, (b) stake size, and (c)
sample

36



Figure 3: Average contribution to the group account per treatment. Error bars
denote standard errors.
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(a) Mean share of non-freeriders

(b) Mean percentage of endowment allocated to group account by non-freeriders

Figure 4: Extensive (top) vs. intensive margin (bottom) of contributions. Error
bars denote standard errors.

38



(a) Mean share of non-freeriders

(b) Mean percentage of endowment allocated to group account by non-freeriders

Figure 5: Extensive (top) vs. intensive margin (bottom) of beliefs. Error bars
denote standard errors.
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Table 3: Hurdle model of contributions
A. First round B. All rounds

(1) (2) (3) (4) (5)

Extensive Intensive Extensive Intensive Extensive Intensive Extensive Intensive Extensive Intensive

margin margin margin margin margin margin margin margin margin margin

Group size

40 0.0053 2.5068** 0.0252 1.7790 0.2216 2.4915** 0.1974 1.8704* 0.4545 1.8263*

(0.036) (1.194) (0.034) (1.144) (0.342) (1.166) (0.335) (1.027) (0.332) (1.016)

100 0.0021 2.3991** 0.0296 1.5954 0.1933 4.1478*** 0.1717 1.9904* 0.4664 3.2853***

(0.031) (1.019) (0.030) (1.006) (0.338) (1.085) (0.333) (1.098) (0.321) (0.978)

Female -0.0494** -1.6861** -0.0394* -1.7260** -0.1286 -1.9235*** -0.1280 -1.9178*** 0.0569 -1.8075***

(0.023) (0.772) (0.020) (0.742) (0.081) (0.493) (0.080) (0.492) (0.149) (0.564)

Age -0.0012 0.3339* -0.0027 0.3309* 0.0232 0.0728 0.0234 0.0717 0.0255 0.0722

(0.006) (0.195) (0.005) (0.188) (0.021) (0.109) (0.021) (0.109) (0.027) (0.089)

Age

2
0.0000 -0.0033 0.0000 -0.0034 -0.0003 -0.0008 -0.0003 -0.0008 -0.0003 -0.0008

(0.000) (0.002) (0.000) (0.002) (0.000) (0.001) (0.000) (0.001) (0.000) (0.001)

Academic education 0.0700*** 2.4310*** 0.0143 1.6846** 0.1254* 2.4701*** 0.1268* 2.4492*** 0.0056 1.7546**

(0.026) (0.806) (0.023) (0.782) (0.073) (0.793) (0.071) (0.796) (0.078) (0.720)

Big city (>500,000) -0.0399 -0.6094 -0.0088 -0.5704 -0.1553 -1.1864 -0.1538 -1.1792 -0.0884 -0.7703

(0.033) (1.178) (0.029) (1.159) (0.096) (0.814) (0.094) (0.808) (0.156) (0.702)

Eastern Germany -0.0442 -0.6359 -0.0395 -0.7227 -0.1227* -1.2025** -0.1221* -1.1923** -0.1083 -1.3142**

(0.032) (0.986) (0.027) (0.943) (0.071) (0.563) (0.070) (0.563) (0.135) (0.518)

Berlin -0.0048 0.0169 0.0006 -1.2628 0.0238 -0.6855 0.0231 -0.6805 0.3213* -0.4437

(0.049) (1.814) (0.042) (1.783) (0.085) (1.146) (0.084) (1.145) (0.179) (1.058)

Beliefs extensive marg. – – 0.0031*** 0.0587*** – – – – 0.0200*** 0.0391***

(0.000) (0.012) (0.003) (0.004)

Beliefs intensive marg. – – 0.0058*** 0.3092*** – – – – 0.0345*** 0.2418***

(0.001) (0.041) (0.010) (0.031)

Round (continuous) – – – – – – -0.0436*** -0.6001*** – –

(0.010) (0.121)

. . .⇥ size 40 – – – – – – – 0.1593 – –

(0.157)

. . .⇥ size 100 – – – – – – – 0.5492*** – –

(0.180)

Rounds (indicators) – – – – Yes Yes No No Yes Yes

Constant – 12.8232*** – 4.5452 – 17.2954*** – 19.5331*** – 11.3870***

(4.160) (4.112) (2.197) (2.286) (2.009)

N 857 743 818 715 5999 5278 5999 5278 5624 5200

�2
25.387 109.302 543.536 256.851 1866.262

Notes: Extensive margin is a probit regression of the contribution decision and reports average marginal e↵ects. Panel A reports a simple probit of

first-round decisions, panel B reports a random e↵ects probit regression of the full panel data. Intensive margin in panel A is a tobit regression on

first-round contributions (in points) censored from above at the endowment and with zero contributions truncated. Intensive margin in panel B is a

random e↵ects GLS regression on the full panel of contributions (in points) with zero contributions truncated. Group size, Female, Academic education,

and Big city are indicator variables, with the omitted categories as the baseline. East Germany and Berlin are categorial with West Germany as the

baseline. Age denotes the midpoint (in years) of the six age categories. Round is a continuous variable while Rounds represents indicator variables with

round 1 as the baseline. The sample used consists of the 10L, 40L, and 100L treatments (=860 obs.). Missing observations result from

missing sociodemographics (3 subjects) and missing data on the belief variables, e.g.,from subjects who got assigned the default

decision. Standard errors are clustered for 26 experimental groups and reported in parentheses. * indicates significance at the 10% level, ** at the 5%

level, and *** at the 1% level.
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